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. Database Technologies

A Storage subsystem

AAccess methods (indexing)

AQuery (language, optimization, processing)

Alnference (implicit in reports)

AUtilities (load, export/import)

ATools (for wvisualization, a
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. RDF basic storage requirements

A Syntactic constraints
A RDF term validity
A RDF triple positional constraints

Afidelity

Aset constraint

A Issue: Canonical value based? Or lexical form based? Are the
following two considered the same triple from uniqueness
point of view?

Do these two triples violate set constraint?
<MyPresentation> <G9-O2T21dD0: 00e0d:@0D > .
<MyPresentation> <@9-O2Te5d00: 00O5 00d > .

o N
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. ID-based vs Value-based

AValue-based approach (simple/denormalized)
A Directly uses the lexical values to store the RDF data

Ald-based approach (normalized)

A Uses separate table for storing valuea 1:1A id mapping (also
known as dictionary encoding)

A Each RDF triple is stored using the IDs of its subject,
predicate, and object.
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. Denormlized (value-based) storage

SUBJECT PREDICATE OBJECT

<http://purl.uniprot.org/uniprot/Q4U9M9>{ <http://www.w3.0rg/1999/02/22-rdf-syntax-ns#type> <http://purl.uniprot.org/core/Protein>

<http://purl.uniprot.org/uniprot/P15711> |<http://mww.w3.0rg/1999/02/22-rdf-syntax-ns#type> | <http://purl.uniprot.org/core/Protein>

<http://purl.uniprot.org/uniprot/Q43495> | <http://www.w3.0rg/1999/02/22-rdf-syntax-ns#type>| <http://purl.uniprot.org/core/Protein>

<http://purl.uniprot.org/uniprot/P18646> |<http://www.w3.0rg/1999/02/22-rdf-syntax-ns#type> | <http://purl.uniprot.org/core/Protein>

<http://purl.uniprot.org/uniprot/P13813> |<http://mww.w3.0rg/1999/02/22-rdf-syntax-ns#type> | <http://purl.uniprot.org/core/Protein>

<http://purl.uniprot.org/uniprot/Q4U9M9>| <http://www.w3.0rg/2000/01/rdf-schema#seeAlso> |<http://purl.uniprot.org/interpro/IPRO07480>
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. Normalized (id-based) storage

LexVal ID
<http://purl.uniprot.org/uniprot/Q4U9M9> 100

% <http://purl.uniprot.org/uniprot/P15711> 200

& | <http://purl.uniprot.org/uniprot/Q43495> 300

$ <http://purl.uniprot.org/uniprot/P18646> 400

S | <http://purl.uniprot.org/uniprot/P13813> 500

c>cs <http://lwww.w3.0rg/1999/02/22-rdf-syntax-ns#type>| 600

<>1<) <http://www.w3.0rg/2000/01/rdf-schema#seeAlso> |700

— <http://purl.uniprot.org/core/Protein> 800
<http://purl.uniprot.org/interpro/IPR007480> 900
Subj_id | Pred_id | Obj_id —~— —

= [ 200 600 800 Dictionary Encoding

S | 200 600 800

D | 300 600 800

2 | 400 600 800

5 | 500 600 800

| 100 700 900
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. RDF Data Characteristics

[Based upon the benchmark datasets we have seen]
ARDF terms are long

ASame RDF term gets used in many triples

ADistinct predicate count in an RDF graph is small
AMany RDF terms share common long prefixes
ADistinct RDF terms is less than ¥4 of number of triples

Component | LUBMS5O0: #triples=6.9m | UniProt: #triples=6.9m
of triples #Distinct | Avg Length |#Distinct | Avg Length
SUBJECT 1.1 million | 64 1.0 million |39
PREDICATE |18 62 64 43
OBJECT 0.8 million | 46 1.2 million |33
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. Storage Cost: normalized vs. denormalized

Storage space for Normalized | Denormalized
UniProt 100 million triples | storage storage

Table(s) [w/ compression] 2.84 GB 3.83GB
Indexes [w/ key compression] 7.88 GB 16.82 GB
TOTAL 10.72 GB 20.65 GB
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.ID Generation: Seg-based or hash-based?

AAdvantages of hash-based scheme

A Virtually no history-dependence (which makes it easier to
combine RDF data from multiple stores)

A No need to access globally unique IDs from a sequence

A 1Ds can be computed just by use of hashing function and
consulting the (rarely populated) collisions list

A During bulk loading, allows overlapping of the processing of
lexical values (to generate collision-checked Ids) and loading
Id-based triples (with fall back adjustments in case of
collision)
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. Prefix compression for lexical values

Factor out common prefixes of IRIs
AHelps reduce table and index sizes
A Contributes to performance gains

Various ways to do it

ACreate a prefix-ID 4 1:1 A prefix mapping table and
use <prefix-ID, suffix> to represent an IRI

AUse <prefix, suffix> to represent IR
A E.g. http://purl.uniprot.org/uniprot/Q4U9M9
- N\ )

e Y
A Prefix Suffix
Astore the prefix in a separate
compressiono capabilities
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. Ancillary values for triples

Triple store withancillary columns

subject | predicate| object | Anc-predl | Anc-pred2

A Allows inclusion, at triple level, of ancillary info
A such as Graph name, Context, Security, Uncertainty attribute

ALess verbose than reification-based approach
A Allows reducing need for joins in queries

A What happens to ancillary values during inference?
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Triples

subjoct
(resource URIY

Fredicata
|proparty mema )

Ubject
(proparty walua)

Fig. 1. Schema-oblivious representation

Property

Subjoct
{resourcae URI)

Ubhjoct
(property waluc)

Property,,

Subject
{resourca UHRI)

Crhject
(property waluo)

Classq

subjoct
{resource UTRIY

Class,,

subject
(resource UTRI)

Fig. 2. Schema-aware representation

Properties with range Resource

Subjoct
[rasource LTRI)

Predicato
{propeorty namaj

Objoct
[property walwo)

Propert

ies with range integer

cubjact
[rasource TTRI)

Hredicato
{property namaj

U jact
[property waluo)

Yannis Theoharis, Vassilis Christophides, Grigoris Karvounarakis
ISWC 2005, page 68501, LNCS 3729.

ABenchmarking Database Representations of RDF/S Stores

Schema-oblivious vs. Schema-aware

Class Instances

Subjoct
{resource LRI

Objoct

{classid)

Fig. 3. Hybrid representation
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. A Schema-oblivious approach

Properties with rangir|l/bNode Single Table: Properties witiall* ranges
subject | predicate| IRI/bNode | flag-bits | [ S | & |32 |v | £ 22|22 clg
lelS|2|g|R|E|R|E|z|T|>
: . : 33%05%'{D@5_|>|<_
Properties with ranggumeric @ “5’_ E T 2= |3 T ® Eli <
subject | predicate| Numeric | flag-bits == % - E
Z

Properties with rangBatdTime/DateTime

subject | predicate| DatdTime | flag-bits

Properties with rang8tring[@Language]
subject | predicate| String @Lang.

Properties with rang®ther Types

subject | predicate| LexValue | Type

L xsdfloatand xsddoubleneeds special handlifignot shown
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. Unit of storage, ownership, access control

AAn RDF network consists of many graphs
Alntuitively each graph becomes a candidate for unit

ABut if number of graphs may become too high, one
could use a larger unit consisting of collection of
graphs

AProper access control (provisioning and
management) is important in an enterprise setting
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. Indexes

AlIndex for enforcing uniqueness constraint within graph
A Other indexes solely for access performance

ASince there are a limited number of columns, the
number of possible distinct keys is limited also.

AAlso, depending upon workload, only a subset of
them may be useful. (The exact need may change
with changing workload characteristics.)

AOne needs to weigh the overhead imposed on load
and forward-chaining based inference against the
guery performance benefits.
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. Other Auxiliary Structures

AAdditional auxiliary structures covering possibly
portions of data may be used for enhancing query
performance

AEXx: Subject-Property Matrix MJVs [8]

A The type of MJVs may depend upon expected or observed
guery workload

A Query rewrite system automatically rewrites the query using
appropriate MJV(s), if any. (If none appropriate, query rewrite
Is skipped and primary data i.e., tables and indexes get used)

A Multi-valued properties can be handled as well (although

Improperly normalized MJV may appear verbose due to
presence of all combinations)
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. RDF Views of relational data

AAllows querying relational data via SPARQL

APlatforms supporting RDF Views typically include

A A mapping language for mapping tables to classes and
columns and constraints to properies

A Query translation uses this mapping to translate user-
specified SPARQL query to equivalent SQL query against the
underlying relational tables
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. SPARQL Query Language for RDF

Querying RDF data
A Find pairs of siblings (same parents)

A SELECT ?x ?y
FROM <rdf_graph> WHERE {
1| )2x hasFather ?f . ?x hasMother ?m .

3 )?y hasFather ?f . ?y hasMother ?m .
FILTER( ?x !'=?y) }

( John Janice \ Result (bindings)
hasFathe

. o I
hasMother q‘r ‘\D Suzie Matt
\ Matt Suzie
Cathy Jack
Jack Cathy
/ \ \ Tom Cindy
Tom Cindy Tom

VAN 24
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. SQL and graph query

Querying RDF data

A Find pairs of siblinas (same parents)
A SELECT| 91.subject x, g3.subject y

FROM | rdf_graph g1, rdf_graph g2, rdf_graph g3, rdf _graph g4
WHERE

gl.predicate=0 has FaANDb e r
gZ.predicate=0 h a s Mo ANDe r
g3.predicate=0 has FaANDb e r
g4.predicate=0 h a s Mo ANDe r
gl.subject = g2.subject AND [* variable 7 x */
g3.subject = g4.subject AND [* variable ?y */
gl.object = g3.0bject AND [* variable 71 */

g2.0bject = g4.object AND [* variable ?m */

O O O O

gl.subject '= g3.subject

ORACLE
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. SPARQL in SQL

Querying RDF data
A Find pairs of siblings (same parents)

A SELECT x, y
FROM | {?x hasFather ?f . X y
WHERE | ?x hasMother ?m . Suzie Matt
?y hasFather ?f . Evaluatgs :
?y hasMother ?m . 0 | Matt Suzie
FILTER( ?x = ?y) } Cathy  Jack

Jack Cathy
Tom Cindy
Cindy Tom

Allows use of rich SQL constructs such as:
aggregatessubgueries analytical functions, expressionsetc.

ORACLE
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. Query performance: Rewrite to SQL

ARewriting the SPARQL in SQL to SQL allows

A avoiding communication of data between SQL engine and
non-SQL engine, and
A making the whole query visible to the RDBMS optimizer as a
single SQL query (thereby maximizing the possibility of
getting the best execution plan chosen by the optimizer)
Querying RDF data
A Find pairs of siblings (same parents)

A SELECT x, y
FROM 5 hasFather 2f . Replaced 'S ELECT @
WHERE | 2y hasMother ?m . MM EROM ¢
?y hasFather ?f . WHERE ¢

?y hasMother ?m .
FILTER( ?x != ?y) }

ORACLE
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. Query performance: IDs for grouping

Aln ID-based storage architecture, whenever possible
IDs may be retrieved instead of lexical values to

minimize value lookups
Querying RDF data with aggregates [shown as done in Oracle]

A Find student counts gt all Universities that have >= 10000 students

A sELeCT POV | counten
FROM | {?x rdf:type :Student .

WHERE | ?Vy rdf:type :University .
?x_:memberOf ?y }

GROUP BY | y$rdfvid
HAVING count(*) >= 10000

AJoining the above result wi
allows efficient retrieval of lexical names for the

universities
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Part 1
Ruery

A SPARQL query language

A SPARQL in SQL

A Query performance

A Query relational data in RDF context

ORACLE

Presented by Souripriya Das on 02-Sep-2009 at Reasoning Web 2009, Brixen-Bressanone, Italy



. Ontology-assisted Query of table column

Upper_Extremity Fracture

v\lﬁs:subCIaSSOf

Arm_Fracture

rdfs:subClassQO / \MCIassOf

Forearm_Fracture Elbow_Fracture Hand_ Fracture

/iévaZSUbC|aSSOf
Finger_Fracture

AFind all entries in diagnosis
J column that are related to
ID DIAGNOSIS dJpper_Extremity Fractured o
Patients 1 Hand_Fracture Syntactic match returns no rows:
SELECT p_id, diagnosis FROM
2 Rheumatoid_Arthritis Patients WHERE diagnosis =
_ Apper Extremity_

ORACLE
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. Entallment Regimes

A Standard Entailment Regimes
A RDFS
A OWL DL
A OWL 2
A Profiles;: OWL 2 EL, OWL 2 QL, and OWL 2 RL

AUser-defined rules

A3 Party Reasoners
A More complete inference for the Thox

A Combine the entailed Tbhox with the large Abox for further
Inference done locally

ORACLE
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. Backward chaining vs. Forward chaining

Awhen is the inferencing done?

ABackward chaining
A Inferencing occurs during query processing
A Query response time increases

AForward chaining
A Inferred triples are pre-computed and stored
A Query simply involves lokups and allows faster response time
A Incurs cost of storing the inferred triples

A May become stale when underlying assertions or rules
change

A Incremental maintenance is an important requirement!

ORACLE
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. Explanation and Validation

AExplanation

A Provision for accessing a proof (e.g., the sequence of <triple-
set, rule>) for inference of a triple.

AValidation
A Checking if a set of triples is consistent.

ORACLE
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. Issue: Inference and Ancillary columns

AHow to determine the content of ancillary columns of
an inferred triple?

<John> rdf:itype <GradStudent> [G1]

<GradStudent> rdfs:subClassOf <Student> [G2]

C via RDFS entailment rule rdfs9
(see http://www.w3.org/TR/reint/#ARDFSRules)

<John> rdf:type <Student> [?7]

ORACLE
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. Loading: task items and types of loading

ABasic task items in a load
A Receive input data
A Ensure validity of the RDF terms
A Handle duplicate triples
A insert (or append)
A Maintain indexes
A Get stats
A Optionally, inference

ATypes of loading
A Incremental: suitable for loading a small number of triples
A Bulk load: suitable for loading large number of triples

ORACLE
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. Bulk-load: Effect of storage architecture

Alf using value-based storage
A Bulk loading is easy

A But, space requirement increases for table and indexes (due
to use of long and repeated values)

A The increased space requirement may also slow down load

Alf using id-based storage
A Loading scheme gets complicated due to normalized storage
A However, space requirement is reduced
A Smaller size of tables and indexes may lead to faster loading

Alf using special structures for ancillary cols
A It involves additional complexity and performance overhead

ORACLE
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. Issue: Reuse of Blank Nodes

Alssue with bNode label use when loading happens in
multiple batches

Batch #1 (N-Triple format) Batch #2 (N-Triple format)
| : bNodel <hasFir|l : bNodel <hHE3IIND
| :bNodel <plays> <soccer>. | :bNodel <plays> <cricket>.

ADo they refer to the same resource?
A _:bNodel in batch #1 and
A _:bNodel in batch #2

ORACLE
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Semantic Technologies
In Oracle Database
Core Capabilities
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The following is intended to outline our general

product direction. It is intended for information

purposes only, and may not be incorporated into any
contract. It is not a commitment to deliver any

material, code, or functionality, and should not be

relied upon in making purchasing decisions.

The development, release, and timing of any
features or functionality d
products remains at the sole discretion of Oracle.

ORACLE
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. History of Semantic technology at Oracle

-

First Release N

10g Release2 |~

Third Release 119 Release 2
Security, Versioning,
Sem. Index, OWL 2 RL, SPARQL

RDF, RDFS, Second Release UNION and FILTER, Performance
userdef. rules 11g Releasel | A
Load/Infer/Query OWL, bulk-load, 11.1.0.7
Peformance, Query performance,
\_SPARQL via Java/| SPARQL OPTIONAL,
\ Virtual Models
2005 2006 2007 2008 2009 >

ORACLE
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.Semantic Data Management Workflow

Transaction Edit & Load, Query Applications &
Systems
Transform & Inference Analysis
Unstructured
Content AEntity ARDF/OWL Data AGraph
Extraction & Loading and Visualization
® | Transform @ Management (» | ALink Analysis
RSS, email AOn.t0|og.y ASQL & SPARQL AData Integration
Engineering Query i
- ACategorization Ainferencing aceted ?earch
Other Data ACustom ASemantic Rules APattern Discovery
Formats Scripting ASemantic Search

AScalability, Security
and Versioning

Data Partners ORACLE Partners / Customers
Sources SPATIAL

ORACLE
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AArchitecture overview and Core entities
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. Architectural Overview

Core
functionality

OWLsu bsets

Query
RDF/OWL

data and
ontologies

3'9-Party Tool{ Topbraid Composef | SPARQL Endpoint Tools
(@)

S o || SPARQL (Jena) Java SOL Interfac S <
E "8 Ja\jaAPI su Programs 5 6" 3 é Q
G 5 pport. | — S| 3 g 2
o 2 - o2 |2 S ®
o £ JDBC N[l R &=
o

HOAD INFER QUERY (SQL-based SPARQL

Ontology-
assisted

Query of
Enterprise Data

RDF/OWL
data and
ontologies

Oracle DB

Rulebases:
OWL, RDF/S,
user-defined

Security: fine-grained> Versioning: Workspace

Inferred
RDF/OWL
data

Enterprise
(Relational)
data

J1VO ‘slefe) :1010enxg ojul d 1N

S1nojed Aled-p.g
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. Core Entities in Oracle Semantic Store

A Sem. Network C Dictionary and

data tables. New entities: models, _— T
rule bases, and rules indexes — _—

(entailments). OWL and RDFS rule
bases are preloaded.

A SDO RDF TRIPLE S C Anew
object type for RDF.

A Application Table C Contains col

Application
Tables Models

of object type sdo_rdf triple_s to &
allow loading and accessing RDF @ _
triples, and storing ancillary values. ntailments

graph and is associated with an

sdo _rdf triple s column in an

application table.

A Rulebase C Arulebase is a setof ||/
rules used for inferencing. §

A Entailments C An entailment stores|| @

triples derived via inferencing. ~

(e

A odel C A model holds an RDF g
)

e

Triples

Semantic Network (MDSYYS)

ORACLE
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. Mapping Core Entities to DB objects

Sem. Store entity type Database object
Model m View mdsys.RDFM_m
Rulebase rb View mdsys.RDFR_rb
Entailment (Rules Index) x View mdsys.RDFI_x

AJiew access control capabilities in database is leveraged to provide
access control for the core entities.

Ansteadof triggersare used to allow incremental DML on models and
rulebases.

ORACLE
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. Querying RDF data in SQL using SEM_MATCH

A SEM_MATCH rewritable table
function

ASELECT ¢é
FROM TABLE(SEM_MATCH(
pattern,models,rulebases,
aliasese¢ ) t e
WHERE ¢é

A SPARQL graph pattern embedded
iIn SQL query

A Matches specified graph pattern
against stored data

A Returns a table of results: Each
result row is values for selected
columns corresponding to
mappings for the graph pattern
variables

____________________________§

Querying RDF data
A Find pairs of siblings (same parents)

A SELECT ?x ?y

FROM <family> WHERE {

?Xx hasFather ?f . ?x hasMother ?m .
?y hasFather ?f . ?y hasMother ?m .
FILTER( ?x !'=?y) }

Querying RDF data in Oracle 119
AFind pairs of siblings (same parents)

SELECT x, y
FROM

TABLE(SEM_NATCH( 6
?X ‘hasFather ?f . ?x :hasMother ?m .
?y :hasFather ?f . ?y :hasMother ?m .
FILTER(?X != ?y)
10,
sem_models(damilyg,null,
sem_aliases(sem_alias(6, dttp://f.com/q),

null))

Presented by Souripriya Das on 02-Sep-2009 at Reasoning Web 2009, Brixen-Bressanone, Italy




.SEM_MATCH table function columns

Each returned row contains cols for each variable ?x in the graph-pattern.

e.g., ?x matches
X varchar2 | Value matched with ?x o0col or o
x$rdfVTYP | varchar2 | Value TYPe: URI, Literal, or Blank Node |6 L | T ©
x$rdfLTYP | varchar2 | Literal TYPe: e.g., xsd:integer NULL
x$rdfCLOB | CLOB CLOB value matched with ?x NULL
x$rdfLANG |varchar2 |LANGuage tag:rused. g. , |[Deuwms O
x$rdfvid number | Value ID for matching value 4924616075000916169
x$ prefix | varchar2 | PREFIX of the matched value o0col or o
x$_suffix varchar2 | SUFFIX of the matched value NULL

Projection Optimization:
Only the columns referenced in the containing query are returned.

ORACLE
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. HINT framework: Aliases

| \ |
SELECT e, p FROM ! |

TABLE(SEM_MATCH( 67¢ rdf:type YempCategory) <?'|__
(?empCategory :HQLoc ’?Ioc)<:|'

(?loc partOf ?p), t2
SEM_Mo deenposgin@od ) , SEM \Rul ebases(060W

SEM_ALIASES(SEM_ALIAS(", 'http://lexample.org/')),NULL));

\

A Aliases for the tables involved in the Join (in translated SQL

guery)
A For the 3 triple patterns: t0, t1, t2 C aliases for RDF Model

A For the 4 distinct variables: ?e, ?empCategory, ?loc, ?p C aliases
for RDF_VALUES$

A 7-way Join query:
A t0 x t1 x t2 x ?e x ?empCategory x ?loc x ?p

A Use of projection optimization reduces it to a 5-way join query
since columns for only the ?e and ?p variables are referred in
containing SQL query: tOXtl xt2x ?e x ?p
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. Hint specification

AHINTS in SEM_MATCH query

A Similar to SQL hints
A Joinorder: L EADI| N GIR®OERED
AJointype: USE_ HASHUSB NL,( é§
A Accesspath:]| NDEX( é) , &

A Aliases are a bit different
A Variable names: ?x, ?y, ?f, 2m, é
A Pattern ordinal based: t0, t1, t2, &

ORACLE
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. Ontology-assisted Query using SQL Operators

Upper_Extremity Fracture

WUbCIassOf

Arm_Fracture

rdfs:subClassOf / WClassOf

Forearm_Fracture Elbow_Fracture Hand_ Fracture

/c'ifs:subCIassOf

Finger_Fracture

AFind all entries in diagnosis
J column that are related to

ID DIAGNOSIS dJpper_Extremity Fractured o
: 1 Hand_Fracture Syntactic match returns no rows:
Patients SELECT p_id, diagnosis FROM
2 Rheumatoid_Arthritis Patients WHERE diagnosis =
AJpper Extremity

ORACLE
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. Ontology-assisted Query using SQL Operators

Upper_Extremity Fracture

WUbCIassOf

Arm_Fracture

rdfs:subClassOf / WCHSSO]C

Forearm_Fracture Elbow_Fracture Hand_ Fracture
/Zifs:subCIassOf

SELECT p_id, diagnosis

FROM Patients

WHERE SEM_RELATED (

ID DIAGNOSIS diagnosis’
Patients 1 Hand_Fracture (,)r J 85 s UGl aS.SOf
oUpper ExXxtremity
2 Rheumatoid_At sem_model s(o0oMedi c
sem_rul ebases(0RD
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. Ontology-assisted Query using SQL Operators

Upper_Extremity Fracture

WUbCIassOf

Arm_Fracture

rdfs:subClassOf / WCIassOf

Forearm_Fracture Elbow_Fracture Hand_ Fracture
/c'ifs:subCIassOf

SELECT p_id, diagnosis
FROM Patients

WHERE SEM_RELATED (
ID DIAGNOSIS diagnosis,

Ordfs: subCl ass Of 6

Patients 1 Hand_Fracture 6Upper Extremity
2 Rheumatoid_At sem_model s(o0Medi c
sem_rul ebases( 0RL

E 123)=1
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. Semantic Indexing for Documents

ALinks people i places i things i events to documents
stored in Oracle Database though a semantic index

AExtends the power of Oracle Database to include
semantic search in cross-domain queries.

AKey Components

A Programmable API to plug-in 3 party entity extractors
A E.g. OpenCalais from Thomson Reuters

A SEM_CONTAINS Operator

A SEM_CONTAINS SELECT Ancillary Operator

A SemContext Index type

ORACLE
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. Semantic Indexing and Query Flow

AExtracting RDF from documents

h d
Docld | Article 3 NG | Subject Property Object
1] 1 Indiana authorities filed felony charges and a court @ § rl p:Marcus rdf:type rc:Person
issued an arrest warrant for a financial manager 8
who apparently tried to fake his death by crashing N o] . . = SA A
his airplane in a Florida swamp. Marcus < rl p:Marcus pred:hasName | i Mar cus o S
Schrenker, 38 remained or]:l>he|1;a>né
. . A A N AN
r2 2 Major dealers and investors in over-the-counter 8 rl p:Marcus pred:hasAge 380 xsdyi
derivatives agreed to report all credit .. | S
L
~ o
= r2 c:AcmeCorp rdf:type rc:Organization
R Triples tabl
Newsfeed table Q ripies tabie

ASemantic query through SEM_CONTAINS

Find articles that refer to people in the 35-45 age group.

SELECT docld FROM Newsfeed
WHERESEM_ CONTAINS(article,
{?x rdf:type rc:Person . ?x pred:hasAge ?age .
FILTER (?age >= 35 and ?2age <= 45

ORACLE
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. Loading and update of Semantic Data

A Challenges
A Loading into a normalized storage
A storing value¢ 1:1C id mapping
A storing id-based triples
A Bulk-load

A Performance: On a single CPU 3GHz 4GB machine, 1.1
billion triples of LUBM benchmark loaded in about 30 hrs
(from staging table) [The time includes 10 hrs spent in index
creations.]

A Batch-load
A Incremental-load via SQL INSERT into application table

A Update and deletion via SQL UPDATE and SQL DELETE on
application table

ORACLE
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. Infer Semantic Data

ANative inferencing in the database for
A RDF, RDFS, and a rich subset of OWL semantics (OWLPRIME)
A User-defined rules
A Support for OWL 2 RL profile
A Support for W3C SKOS and SNOMED ontologies

AForward chaining (+ incremental inferencing, parallel inferencing)
AProof generation
AValidation

APerformance: Generated 0.86 billion triples from 1.1 billion
LUBM triples in 40 hrs [on single CPU 3.0GHz 4GB machine
with 4 SATA disks].

Almproved to 12 hrs on Quad-core 8GB machine (with 3
SATA disks) running parallel inference.

ORACLE
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. Usage flow (via SQL interface)

Create app. Table and model
A create table app_table(triple sdo_rdf_triple s);
A exec sem_apis.create sem model ( 6 f ami | y6, ©6app _t

Load data
A insert into app_table (triple) values(1, sdo_rdf triple s(6 f a mi))l y 6 ,

Inference

A exec sem_apis.create_entailment( 6 f ami |y i dxo6, sen
sem _rulebases(6owl primed));

uer
A select x, y from table(sem _match( 6 { ?x rdf :type 2y}
sem_rulebases(oowl primed), null ,

ORACLE
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. Enterprise Security for Semantic Data

[VPD] Access control policies on semantic data

Policy € user can only access active projects
Match pattern C { ?x rdf:itype :Project }
Apply pattern C { ?x :hasStatus:Active }

Query : Get the list of projects and their values

SELECT ?proj ?val
FROM ProjectsGraph

WHERE {?proj :hasValue ?val .
?proj :hasStatus :Active }

ORACLE
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. Enterprise Security for Semantic Data

|OLS] Data classification labels for semantic data

Triples table
SELECT operation: Labels Subject | Predicate | Object | Row L abel
for triples are used to projectHLS | Organization | N.America SE:HLS:US
restrict access to the triples. | projectHLS | Contractvalue | 1000000 SE:HLS,FIN:US
INSERT operation: Labels for ['pgsition & Resource Row Label
resources to control their use
as component of a triple during SE:HLS:US
insertion. (Also, determines TS:FIN:
min. access label for inserted
triple.)

ORACLE
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. Change Mgmt./Versioning for Sem. Data

A Manage public and private versions of semantic data in database
workspaces (Workspace Manager)

A An RDF Model is version-enabled by version-enabling the
corresponding application table.

A exec DBMS_WM.enableVersioning (table_name => 'contracts_rdf data’);

A Application table data modified within a workspace is private to the
workspace until it is merged.

A SEM_MATCH queries on version-enabled models are version aware
and only return relevant data.

A New versions created only for changed data

A Versioning is provisioned for inference
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